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Introduction
Load DynamiX is the leading provider of Storage 
Performance Validation solutions, serving IT 
organizations as well as leading storage technology 
vendors.  Load DynamiX tuned its performance 
validation methodology for All-Flash-Arrays (AFAs) 
in collaboration with the industry’s flash leaders 
at the storage vendors and well-known industry 
analysts.  This document presents the core aspects 
of this AFA methodology in context of the Load 
DynamiX solution.

AFAs differ from traditional spinning disk arrays in 
behavior, performance and durability.  For example, 
SSDs write and read in blocks and are limited in 
the number of writes that can be performed on a 
particular block. Sophisticated data reduction and 
array-wide wear leveling techniques can dramatically 
increase SSD durability, in some cases beyond 
the expected life of a spinning disk drive.  While 
the performance advantages of AFAs are well 
documented, much effort has gone into the design 
of modern AFAs to attack the price premium of 
flash over disk: sophisticated efficiency techniques 
promise, for a few workloads (such as full clone 
VDI), to bring the effective cost of disk arrays and 
AFAs within striking distance of each other.  Storage 
engineers and architects considering AFAs for 
their workloads must explore the behavior of these 
products, and as much as possible, assess them in 
the context of their expected workloads.  With a 
robust validation process in place, storage engineers 
and architects can optimally select and configure 
AFA products for their workloads with potentially 
considerable impact on both the performance and 
the cost of their production solutions.

To tune its performance validation methodology for 
AFAs, Load DynamiX paid specific attention to the 
following three areas:

•  Specific pre-conditioning of the array to create
a state that has characteristics similar to an
aged storage array, prior to applying load.

•  Stressing of specific AFA behaviors, such
as data reduction techniques and clones,
plus other enterprise features that affect
performance and cost such as snapshots,
failover, replication, and backups

•  Stressing with realistic emulations of
typical AFA supported workloads.

Performance Testing – Why It’s Important
This paper addresses common questions that our AFA 
testing methodology can help answer:

•  Can I improve application performance
with flash? If so, by how much?

•  Can I afford the performance improvement? Will
dedupe / compression reduce the effective $/GB
without substantially impacting performance?

•  How do I select the best product?

•  Which of my workloads will run best on AFAs?

•  How can I optimize storage configurations?

•  How much does my performance degrade
with dedupe, compression, snapshots, etc?

•  Where are the performance limits
of potential configurations?

•  How will storage behave when it reaches its
performance limits?

•  Does performance degrade over time?

•  For which workloads should I use an
AFA or a hybrid flash array (HFA)?

Basics of Storage Performance Validation 
with Load DynamiX

Load DynamiX is used by storage architects and 
engineers in Global 2000 IT organizations for 
its unique ability to generate massive, realistic 
application workloads that stress networked storage 
infrastructure to its limits and beyond.

Load DynamiX combines an intuitive storage 
workload modeling application – Load DynamiX 
Enterprise (LDX-E) – with a purpose-built load 
generation appliance that helps storage architects 
and engineers fully characterize performance and 
determine storage system behavior before purchase 
decisions are made and new technology is deployed.  

There are two primary methodologies for storage 
performance validation in Load DynamiX:  
Performance Profiling and Workload Modeling. 

This methodology is sometimes called 
“performance corners testing” or “multi-dimensional 
benchmarking”.  The objective of performance 
profiling is to characterize the behavior of a storage 
system under a large set of workload conditions. 
It provides a very useful outline of the workload-
to-performance relationship, and in some cases 
is sufficient to support the engineer’s decisions.  
Doing so provides the storage engineer with a 

AFA technologies and our testing methodologies 
are constantly evolving, and we will likely publish 
updates to this paper on a fairly frequent basis. 
Please check the URL below for the most current 
version.  http://go.virtualinstru-
ments.com/rs/438-LLM-504/images/W-
P_Enterprise_Flash_Methodology.pdf



changing parameters on performance

Methodology 2:  Workload Modeling 

Workload Modeling goes to a greater level of detail: 
the objective is to stress a storage system under 
a realistic simulation of the workload(s) it will be 
supporting in production.  An example may be a 
mission critical Oracle-based application whose 
behavior and performance must be carefully 
assessed and modeled.  Workload Modeling requires 
a pre-requisite knowledge of the characterization 
of the workload(s), usually based on the storage 
engineer’s knowledge of the application and data 
typically provided by storage monitoring utilities. 

(Note that performing a comprehensive 
Performance Profile as a first step helps the 
engineer determine which workload attributes 
critically affect performance and which ones can 
be safely ignored or roughly estimated.  Load 
DynamiX provides a simple yet powerful workload 
modeling interface to support this use case.)

The workload models allow users to characterize 
access patterns with as much detail as needed.  
For example, fibre channel block size can be 
represented as a single value or as a more realistic 
distribution of values, as shown below in figure 3:

Figure 3:  Load DynamiX Enterprise; extract of project input screen, 
selecting distribution of block sizes.

map of the behavior of the storage system: it 
makes it easy to understand where sweet spots or 
bottlenecks may be, or what workload attributes 
most directly affect the performance of the system.  
Engineers can then use this information to optimally 
match their workloads to storage systems.  

In the Load DynamiX application, this methodology 
is enabled by an iteration workflow that allows 
the user to iterate on any of the many workload 
characterization attributes exposed by Load DynamiX 
workload models (areas such as load profile, block 
size, command mix, etc).  This workflow can result in 
tests that stress the storage system under hundreds 
or even thousands of workload configurations, with 
automated test execution, aggregation of data and 
presentation of results.  In figure 1 below, 1,440 
tests are configured using 6 workload parameters, 
which would be exceedingly difficult with substantial 
custom scripting without Load DynamiX.

   6 values for access pattern (read/write mix)

X 5 values for block size

X 8 values for queue depth

X 3 values for throughput value

X 2 values for compression ratio

1,440 iterations

parameters on FC performance

In figure 2 below, we see a portion of the 
results of another test we ran with a leading 
FC array. In this figure, we’ve sorted on the 
IOPS column to find the configuration that 
results in the greatest IOPS (approx. 22,014).



Different workloads can also be combined into a 
single “composite workload” combining various 
access patterns that stress different areas of the 
storage system, as demonstrated in figures 3 – 5 
below.  In the example of our mission critical Oracle 
workload, four different access patterns stressing 
four different LUN groups may be necessary 
to accurately represent the workload.  Testing 
a storage system with a workload simulation 
that is sufficiently realistic will allow the storage 
engineers to develop a great deal of confidence 
in their decisions about product selection and 
configuration prior to deployment in production.

In this Oracle application workload example, in figure 
4, a storage monitoring utility reports on the per 
LUN I/O profile of this Oracle-based application. 
(All enterprise storage vendors have monitoring 
tools that provide storage metrics). To simplify the 
model, we group these I/O profiles into clusters with 
similar profiles. Each color represents a common 
clustered I/O profile and we consolidate them in 
the four groups at the bottom of the figure.  We 
then create a workload profile in LDX Enterprise for 
each group and run the workloads concurrently, as 
shown in figure 4.  Figure 5 contains one example of 
the reports, showing the distribution of throughput 
for the consolidated Oracle application workload.

Figure 4:  I/O profile by LUN for an Oracle application workload.  Each 
“type” of I/O profile is represented by a different color code and 
consolidated at the bottom under dbf, dbf11, redo, and other groups.

Figure 5:  After creating a workload profile for each LUN/group, the 
workloads are mapped from the initiator ports (Client 0) of the Load 
DynamiX appliance, to the target LUNs on the System under Test (on 
the right).

Figure 6:  Example of one of the reports, showing the distribution of 
throughput for the consolidated Oracle application workload

These two methodologies represent the core of 
performance validation in Load Dynami . They can 
be used to support several typical storage testing 
approaches: 

•  Limits finding – determining the workload
conditions that drive performance below
minimal thresholds, and the documenting
of storage behavior at failure point.

•  Functional testing – the investigation under
simulated load of various functions of the
storage system (e.g., backup, etc.)

•  Error Injection – the investigation under
simulated load of specific failure scenarios
(e.g., fail-over when a drive fails)

•  Soak testing – the observation of the
storage system under load sustained over
significant time (e.g., 2 days, 1 week)



What’s special about flash storage? How it affects performance testing

Data deduplication.  Data deduplication is a specialized data 
compression technique for eliminating duplicate copies of 
repeating data. Related and somewhat synonymous terms 
are intelligent (data) compression and single-instance (data) 
storage. This technique is used to improve storage utilization 
and can also be applied to network data transfers to reduce 
the number of bytes that must be sent. In the deduplication 
process, unique chunks of data, or byte patterns, are identified 
and stored during a process of analysis. As the analysis 
continues, other chunks are compared to the stored copy and 
whenever a match occurs, the redundant chunk is replaced 
with a small reference that points to the stored chunk. Given 
that the same byte pattern may occur dozens, hundreds, or 
even thousands of times (the match frequency is dependent 
on the chunk size), the amount of data that must be stored 
or transferred can be greatly reduced.  How the flash vendor 
implements dedupe can greatly affect performance.

The dedupe ratio observed on one array may differ from the 
ratio observed on another, for the same data.  This may more 
closely reflect how the created data content matches the 
algorithms for one array, rather than real world values.  

Because the economic payoff of flash 
may heavily rely on reduced storage 
capacity requirements, and because 
different vendors handle data reduction 
techniques differently, getting this right 
can make all the difference in selecting 
the right product and configuration for 
your data type. Your test method must 
be extremely configurable to test a wide 
range of deduplication ratios. 

Data compression, or bit-rate reduction involves 
encoding information using fewer bits than the original 
representation.  Compression is useful because it helps 
reduce resource usage, such as data storage space or 
transmission capacity (bandwidth). Because compressed 
data must be decompressed to use, this extra processing 
imposes additional computational or other costs through 
decompression; this situation can have a significant impact 
on application performance.  Like dedupe, compression 
algorithms can vary greatly and widely affect performance.

Because the economic payoff of flash 
may heavily rely on reduced storage 
capacity requirements, and because 
different vendors handle data reduction 
techniques differently, getting this right 
can make all the difference in selecting 
the right product for your data type. 
Your test method must be extremely 
configurable for compression.

Metadata.  A great deal of flash-based array management 
is meant to optimize the performance and reliability of the 
media.  Array performance and scale is greatly affected by 
where metadata is stored and how it is used.

For realistic performance results, this is 
another reason to precondition properly, 
to avoid artificially fast read results. 

Metadata-specific testing is also very 
useful for modern workflows that 
leverage snapshots and clones. The way 
to test this is to execute tests on those 
copies simultaneously with the original 
volumes.

Specifics of AFA Performance Validation
Differences between spinning disks and flash storage 



What’s special about flash storage? How it affects performance testing

Workload profiles and scale.  Hard disk array IOPS are in 
the range of many thousands.  Flash-based arrays extend 
this capability to hundreds of thousands of IOPS.  Workload 
profiles for which flash-based arrays are generally deployed 
are very different from the classic workloads of the past.  The 
mixed virtualized workloads exhibit much more variability 
than traditional workloads.  Attributes include both extremely 
random and sequential data streams, a wide mix of block 
sizes and read/write ratios, compressible, dedupable, and 
non-compressible/dedupable blocks, and hot spots. 

To test flash-based arrays to 
performance saturation points, testing 
methods must be able to generate 
workloads rarely if ever seen on HDD 
systems.  And they must be able to 
reproduce the right I/O and data profile 
at that scale.  Your load generator must 
provide this scale and realism.

Over-provisioning.  To improve the probability that a write 
operation arriving from the host has immediate access to a 
pre-erased block, most Flash products contain extra capacity.  
Over provisioning is common because it can help flash 
designers mitigate various performance challenges resulting 
from garbage collection and wear leveling solutions, among 
other Flash management activities. It also increases the 
longevity of flash arrays.

Test near the maximum usable capacity 
recommended by the AFA vendor to 
assess the performance benefit of over-
provisioning.

Typical recommendations are 90, 
95%, and 99% of capacity to assess 
the performance benefit of AFA over-
provisioning.  

Hotspots.  Garbage collection methodologies differ 
and may exacerbate the frequency of and the impact of 
hotspots on efficiency. Most real-world workloads exhibit 
the characteristics of temporal and spatial locality. The more 
consolidated the environment is, the more the workload 
appears random

Testing hotspots is advised, especially 
because the impact may vary by array 
vendor and vary by workload.   

Protocols.  You may have to throw out some preconceptions 
learned from decades of HDD system testing. Storage 
protocols often create quite different performance levels 
with Flash. Factors such as block sizes and error correction 
overhead can make a big difference in throughput and IOPS.

Test all your file and block protocols, 
because the rules have changed.  

Software Services.  Replication, snapshots, clones, and thin 
provisioning can be very useful for improving utilization, 
and along with recovery options, failover, provisioning, and 
disaster recovery, are huge performance factors.  

Implementation may have big 
performance impacts to their use and 
must be accounted for in the testing 
methodology.  Their effects may be 
different than what you find in HDD 
systems.  It’s important to run workloads 
on newly created clones, not simply 
creating them while workloads are 
present.



What’s special about flash storage? How it affects performance testing

Quality of Service at scale.  QoS affects both infrastructure 
and application performance. 

Build and run your tests with QoS 
configured for how you plan to use 
it.  As your load increases, measure 
the ability to deliver expected 
performance in varied / mixed workload 
environments

Effective cost of storage.  Looking at just $/GB (raw) as a 
metric for networked storage is not a good way to compare 
storage costs.  A good question to ask is:  how much is 
usable? Arrays vary widely in their conversion from raw 
storage to usable storage.  For instance, due to the inherent 
speed of flash, it’s very common to see how deduplication and 
compression can enable you to fit substantially more data on 
a given amount of raw storage.  Also, it’s common to have to 
over-provision HDD storage aggressively to get the number of 
spindles necessary to deliver the performance required, called 
‘short stroking’.  And HDD based arrays often have to make 
extensive use of really expensive cache memory in order to 
achieve performance SLAs.  Finally, you must consider factors 
like power and space usage.  Flash typically takes a fraction of 
the power and space of a traditional HDD-based array.

Ensure that your data reduction 
assumptions are realistic. Talk with 
your application vendors. And storage 
vendors have storage efficiency 
estimation tools that will help get a 
close estimate of what to expect from 
their particular storage platform.

Zip your files for a quick estimate of 
compressibility.

Also, consider power meter monitoring 
under full loads.

Flash Testing Methodology with Load DynamiX
Below is our recommended step-by-step methodology for understanding AFA performance for block storage 
devices.

A. Performance Profiling for Block Storage Devices

Step Step Why How

1
Generate, agree 
on test plan

Determine what you are 
solving for.  

What is the mix of applications 
that would run on the AFA?  How 
compressible and deduplicable will 
the data be?  Which arrays will you be 
testing and which configurations?  For 
this test methodology example, we will 
answer this question:  What kinds of 
workloads can I run best on this flash 
array?



Step Step Why How

2
Install / configure 
Load DynamiX 
appliance

Replace the effort 
required to acquire / 
deploy many servers / 
VMs.  Eliminate custom 
scripting. 

Refer to Load DynamiX Enterprise Series 
Hardware Installation Guide.  Skip the 
optional TDE installation.

3

Build the I/O 
model for the 
Performance 
Profile per steps 
3a-3g below

The Performance 
Profile will enable you 
to test array limits and 
configuration guidelines

With Load DynamiX Enterprise, use 
the ability of the Iterator to create a 
single test definition that will execute 
all required permutations from a single 
command.

3a

What levels of 
dedupe and 
compression will 
you model?

Because the economic 
payoff of flash may 
heavily rely on reduced 
storage capacity 
requirements, and 
because different vendors 
handle data reduction 
techniques differently, 
getting this right can 
make all the difference 
in selecting the right 
product for your data 
type. Your test method 
must be able to be 
extremely configurable 
for deduplication and 
compression.

Build extremes into your workload 
model, from data that is very dedupable/ 
compressible to data which is not, and 
some in the middle.  We suggest using 
5:1, 3:1 and 2:1 ratios to start.  Note that 
step 3a-f will need to be run for each 
different ratio you select.  So, if you test 
3 different ratios, build those parameter 
values into your tests.

3b
Pick high/middle/ 
low  block size 
values

Explore variables to find 
the best combination 
of values to build your 
Performance Profile

Start with figures you know are 
reasonable and expand limits.  Block 
sizes should reflect application 
or blender (multiple virtualized 
applications) access. Applications use 
multiple block sizes  Distribution might 
look something like:

3% 4K,  15% 8K,  20% 16K,  52% 32K,  10% 
64K  

3c
Pick various read/
write ratios

Explore variables to find 
the best combination 
of values to build your 
Performance Profile

Start with figures you know are 
reasonable and expand limits.  Avoid 
using uniform random write distribution. 
At it’s simplest form, one can run tests at 
these read percentages: 0%, 20%, 40%, 
60%, 80%, 100%.



Step Step Why How

3d
Pick various 
queue depth 
settings

Explore variables to find 
the best combination 
of values to build your 
Performance Profile.

Start with figures you know are 
reasonable and expand limit, perhaps 4, 
8, 32 and 64KB.  Ensure with your server 
team that they are implementing queue 
depths as you and / or your vendor 
specify.

3e
Pick different 
command mixes 

Explore variables to find 
the best combination 
of values to build your 
Performance Profile.

Start with figures you know are 
reasonable and expand limits, for 
instance, start with 30/70 or 50/50 R/W 
ratios.

3f
Pick random / 
sequential values

Explore variables to find 
the best combination 
of values to build your 
Performance Profile.

Start with figures you know are 
reasonable and expand limits.  At it’s 
simplest form, one can run tests at these 
random percentages: 0%, 20%, 40%, 
60%, 80%, 100%.

3g
Pick various hot 
spot configs

Explore variables to find 
the best combination 
of values to build your 
Performance Profile.  
Garbage collection 
methodologies differ 
and may exacerbate the 
frequency of and the 
importance of hotspots 
for efficiency.

Start with few/small hotspots and 
expand. Here’s a hot spot emulation 
example for all access regions:

• 1% of all receive 35% of the IOs 

• 1.5% of all receive 15% of the IOs

• 2.5% of all receive 15% of the IOs

• 5% of all receive 15% of the IOs

• 7% of all receive 10% of the IOs

• 6% of all receive 5% of the IOs

• 7% of all receive 3% of the IOs

• 5% of all receive 1% of the IOs

• 65% of all receive 1% of the IOs

4
Install your array / 
arrays, deploy test 
components

Provision a balanced 
infrastructure, so 
there are no articifial 
bottlenecks.

Talk to your storage manufacturer for 
recommendations on the mimimum 
number of LUNs to provision and access 
from FEPs.  For example, 32 LUNs, 8 
LUNs accessed from each one of 4 
FEPs.  Consider using the same network 
configuration that you plan to use in the 
production environment.  Use the same 
RAID configurations and LUN sizes you 
expect to use in production, keeping in 
mind the compression and dedupe ratios 
you expect to see.  Higher ratios might 
mean smaller LUNs.



Step Step Why How

5

Pre-condition the 
array for each 
Performance 
Profile

Preconditioning is the 
writing of data (random 
pattern) to the entire 
flash device to “break it 
in”.  Data is written to 
the flash memory in units 
called pages (made up of 
multiple cells). However, 
the memory can only 
be erased in larger units 
called blocks (made up 
of multiple pages). If 
the data in some of the 
pages of the block are 
no longer needed (also 
called stale pages), only 
the pages with good 
data in that block are 
read and re-written into 
another previously erased 
empty block. Then the 
free pages left by not 
moving the stale data are 
available for new data. 

Prior to applying load for 
performance validation, 
any array must be 
brought into a realistic 
production state.  This 
applies to all storage 
systems but takes on 
a specific importance 
with AFAs, as flash 
performance will differ 
significantly between 
the fresh out of the 
box (FOB) state and 
after each cell has been 
written.  Proper testing 
is done in a “steady 
state” where results will 
not change purely as a 
function of time.

First, we strongly recommend following 
the directions of your storage vendor.  
They are the most familiar with their 
design and in our experience, offer the 
best advice.  In some cases, the array 
comes pre-conditioned. If these vendor 
directions are not prescriptive enough, 
here are two recommendations:

• If you wish to do preconditioning
quickly, use all large blocks (i.e. 1MB)
with non-reducible data.  When you
see the array metrics change from
the “fresh out of the box (FOB)”
numbers to the lower steady state
numbers, you are done.  Do not do
an SSD reset after you’re done.  If
you have more time, we recommend
doing small block writes after
finishing with the large request sizes.

• Ideally, you should not rush
the preconditioning step and
we recommend using real data
content laid out using realistic
access patterns.  Using uniform
random writes will not properly
prepare the array for compression
and deduplication algorithms.
Duplicability varies by the application
type, and there are guidelines for
the degree of duplicability, although
there are no hard and fast rules.
For example, databases use 2 – 5X
dedupe ratios; with VDI, it can be 10X
or more.  Your application vendor
might offer guidance. You can set
the distribution of block sizes, and
compression and duplicability ratios
in the Load DynamiX Enterprise
workloads.



Step Step Why How

5

Pre-condition the 
array for each 
Performance 
Profile

In spinning disks, the 
performance delta 
between R&W is not as 
great as it is in solid state, 
though it’s generally not 
great in solid state.  But 
pay careful attention to 
this parameter.   It also 
makes sense to spend 
time to understand the 
sensitivity of R/W mixes.

How the array does 
metadata processing, 
and where it keeps the 
data it uses can have a 
significant performance 
and scale impact and 
without preconditioning, 
you might get artificially 
fast read results.

For more guidelines, in this SNIA paper, 
these attributes are identified as those 
which indicate a higher propensity for 
deduplicable data:

• Data created by users

• Low change rates

• Reference data and inactive data

• Applications with lower data transfer 
rates

• Use of full backups

• Longer retention of deduplicated 
data

• Continuous business process 
improvement

• Smaller segment size

• Variable-length segment size

• Content-aware

• Content-agnostic

• Temporal data deduplication

6
Run Performance 
Profile test

Find your sweet spots 
(strengths), blind spots 
(weaknesses), and 
optimal configurations.

Use the Load DynamiX Enterprise 
Workload Iterator.  Vary the parameters 
based on the protocol, application 
type, storage network, etc.  For more 
guidance, refer to the Enterprise User 
Guide.

7 Analyze Results
Often at this phase of 
testing many decisions 
can already be made.

Generate reports, typically involving 
latency, throughput and IOPs, to 
determine if some products simply 
shouldn’t move on to the next round of 
testing because of their shortcomings



Step Step Why How

1

Define workload 
characterization 

Build the I/O 
model for the 
workloads

Based on what you 
learned from the 
performance profile 
testing, define your 
workload model to a 
more real-world situation 
that matches your 
application profiles. 
Focus your modeling on 
the attributes that had 
the biggest performance 
impact in the profiling 
tests.

See the latest version of the Load 
DynamiX document entitled:  
“Characterizing Workloads – Best 
Practices” available from your Load 
DynamiX representative.   This paper 
describes:

• What to Characterize

• The environment itself

• The access patterns

• Load Patterns

• Impact Characterization

• How to characterize workloads

• Generic Workloads

• Short term trace captures

• Information gathered by the
storage subsystem

• Server Side Analysis

• Third Party Products

• Data Center Workload
Characterization Form Impact
Characterization (for validation)

• Description

• Environment

• Access Patterns

• Load Patterns

• Impact Characterization (for
validation)

2
Test effect of 
MPIO

With your real workload 
models test the impact of 
MPIO failures.

Choose MPIO model you use and test 
scenarios, as it is important to consider 
the different ways a failure can occur and 
test the impact. Pulling switch cables 
will not behave the same as actually 
removing power from a controller. Both 
are valid tests.

B. Workload Modeling



Step Step Why How

3
Test effect of 
maintenance 
activities

With your real workload 
models, test the 
impact of changes to 
configuration in the 
environment.

Upgrade firmware, pull a drive, change 
vendor settings on the arrays etc.

4
Pick different 
command mixes 

Determine the maximum 
point at which 
performance is neither 
degraded nor unstable.

Test at near the max usable capacity 
recommended by the AFA vendor to 
assess the performance benefit of over-
provisioning.

5
Test effect of 
other data mgmt 
activities

Depending on how these 
are implemented, there 
may be performance 
impacts to their use and 
must be accounted for in 
the workload modeling.  
Their effects may be 
different than what your 
find in HDD systems.

Test with a backup workload, snapshots, 
and replication, if supported by your 
vendor.

6 Test effect of QoS

If you plan to use QoS, 
then run your tests with 
it configured for how you 
plan to use it, testing its 
ability to consistently 
deliver defined 
performance in mixed 
workload environments, 
as the load scales.  

Follow QoS specifications from your 
vendors.

7
Repeat steps for 
all protocols you 
are evaluating

Necessary if you want 
to compare arrays 
connected via Fibre 
Channel to iSCSI or NFS 
to SMB.

8
Create reports 
and findings

Combine results of 
various tests so that 
comparisons and analysis 
is simple and appear on a 
single chart.

To create a custom report which extracts 
and aggregates data from previously run 
tests. Create a new report template and 
select the test runs to compare and the 
statistics you care about, usually Latency, 
IOPS, and Throughput.  You can pull from 
any of the previously run tests.



with deduplication turned on because it was 
a key component of the cost justification of 
the flash-based arrays. Each run of new data 
patterns was proceeded by preconditioning. 

•  For the application workload tests (figure 2
below), a custom Load DynamiX workload was
based on custom requirements and statistical
characterization of the existing production
storage workload of a key application.  The
access pattern consisted of 67% random write
operations and 33% random read operations.
Write operations wrote unique compressible
(5:1) data to the database regions.

Comparative Limit Benchmark Test 
Results
Fig. 7 below shows that Product B is capable of 
generating more IOPS for 20% reducible data. In the 
case of a 50% ratio, the advantage decreases, and for 
80% reducible data, Product A is the superior solution.  
Based on these findings, it was determined that given 
the wide range of applications that would be run on 
these new arrays, the hospital would deploy both 

products.  Product A would be used for applications 
that had highly reducible data, while product B would 
be used in those instances where the data was not 
highly reducible. 
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Custom Application Workload Test 
Results
For the application load profile tested (Fig 8), Array 
A (left hand graph) was able to exceed the current 
workload profile and achieve up to 240 MBytes/sec 
of throughput, which was consistent with the varying 
workload profile needs of the application under test.  
You can see the spikes in throughput, which matched 
the spikes in the application load.  Array B array 
topped out at approximately 120Mbytes/sec.  Thus, it 
could not meet the required throughput demands of 
the application workload, and array A was selected for 
this primary, business critical application.  

AFA Performance Validation Case Study
As an example of how powerful the right 
testing methodology can be, consider this 
case study at a company that was trying to 
select the best flash array for its workloads.  

A New York area healthcare provider needed to make 
some important decisions.  This provider is one of 
the nation’s largest and most comprehensive hospital 
networks, with over 2 million patients per year, over 
20,000 staff, and a significant IT budget, much 
of which is storage related.  They were evaluating 
flash-based arrays for a variety of performance 
sensitive virtualized applications running on VMware 
VMs, over fibre channel, SMB, and NFS protocols.  
They were looking for a valid test solution that 
could accurately simulate workloads representative 
of their production application workloads.  

The customer worked with Load DynamiX to 
define the tests, deploy the Load DynamiX 
appliance, run the tests, analyze results, and make 
recommendations. The comparison of different 
AFA products was completed in two phases.  

•  First, a performance profile, or comparative
limit test of four arrays was established
by testing performance characteristics at
different deduplication ratios and Read/Write
characteristics, using the Workload Iterator
function of Load DynamiX Enterprise.  This
profile was essential in determining the types
of workloads that would exhibit the best
performance on each product.  Using this first
step, two of the four arrays were eliminated, as
their performance profiles did not match the
final contenders in a number of limit tests.

•  Second, they determined the performance
characteristics (IOPs, throughput and
latency) corresponding to the workloads
modeled on their most critical production
applications and generated this test
on the Load DynamiX appliance.

Specific test steps:

•  Before the IOPS and throughput tests, raw
capacity tests were run to determine limits
of the amount of non-reducible data that
can be put on both of the arrays and to
precondition the arrays.  After these tests,
the LUNs were reset on both systems.

•  For the comparative limit benchmark tests
(figure 1 below) both arrays were tested
against the following parameters: request
size, degree of data reduction, and Read/
Write ratio.  It was deemed important to test
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Figure 7:  Flash array comparison, showing IOPS

Conclusions
By following the outlined methodology, our customers 
have realized the following benefits: 

•  Performance assurance:  Ensure AFA solutions
will meet performance SLAs under specific
workloads and confidently choose the optimal
solution for those workloads.

•  Reduced storage costs:  Reduce over-
provisioning by choosing the lowest cost AFA
systems for specific workloads; quantify the
benefit and effects of every AFA system.

• . Increased uptime:  Identify problems in
the development lab prior to production
deployment; validate all infrastructure changes
against workload requirements and troubleshoot
more effectively by re-creating failure-
inducing workload conditions in the test and
development lab

•  Acceleration of new application deployments:
Accelerate time to market by validating
new applications on AFA systems, making
deployment decisions faster and more
confidently.


